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A B S T R A C T

Charts are commonly used as a graphical representation for visualizing numerical data in digital documents. For
many legacy charts or scientific charts, however, underlying data is not available, which hinders the process of
redesigning more effective visualizations and further analysis of charts. In response, we present Chart Decoder, a
system that implements decoding of visual features and recovers data from chart images. Chart Decoder takes a
chart image as input and generates the textual and numeric information of that chart image as output through
applying deep learning, computer vision and text recognition techniques. We train a deep learning based clas-
sifier to identify chart types of five categories (bar chart, pie chart, line chart, scatter plot and radar chart), which
achieves a classification accuracy over 99%. We also complement a textual information extraction pipeline
which detects text regions in a chart, recognizes text content and distinguishes their roles. For generating textual
and graphical information, we implement automated data recovery from bar charts, one of the most popular
chart types. To evaluate the effectiveness of our algorithms, we evaluate our system on two corpora: 1) bar charts
collected from the web, 2) charts randomly made by a script. The results demonstrate that our system is able to
recover data from bar charts with a high rate of accuracy.

1. Introduction

Charts, as a way of visual perception, are widely used in economic
reports, textbooks, scholarly documents, etc. The simplicity, usability
and intuitiveness of charts make people use various types of charts in all
kind of documents. Billions of chart images have been made and more
charts would be produced in future. Many of these charts can be reused
for other purposes such as redesign and further analysis. For example,
iVolVER [1] implements chart transformation and allows users to
create visualizations using graphical components in charts.

For most static charts, however, people do not have access to the
raw data. Particularly in scholarly documents, the experimental data
presented by different types of charts is an important source of valuable
information. One way for people to obtain raw data of charts is to
leverage the ability of human visual processing which is exhausting
when faced with many charts. In addition, machines cannot decode
textual and numeric information in charts like human as chart depic-
tions are not designed for the machine. The lack of machine readability
hinders further analysis, redesign and reuse of visualizations.

To implement reuse of chart data, many data extraction tools and
systems [2–6] have been proposed. However, these tools and systems
require a large amount of user operation, or exclude textual information

extraction and only focus on data value extraction. Some tools like
ChartSense [2] rely on manual annotation on textual components. They
assume text localization and content are given by users. As a result,
users have to manually type in text to accomplish the complete un-
derlying data extraction. Some semi-automatic tools [2,3,5,6] require
users to identify visual features such as x-axis, y-axis and coordinate
range, while handling multiple series data is time-consuming and
monotonous. Other previous works focus on extracting textual in-
formation from chart images. For example, Poco and Heer [7] recover
the visual encodings from a chart image. However, they only recover
the textual information and exclude the data value recovery of charts.

We present an end-to-end system that implements chart decoding
based on graphical and textual features, and recovers textual and nu-
meric information of chart images. Our system first identifies chart
types of chart images (five categories), then performs specialized tex-
tual components localization, text extraction and recognition, and text
role classification for textual information. Simultaneously, graphical
components are detected and converted into corresponding numeric
information. Then the mapping of values of bars and text elements is
conducted for generating data files of chart images.

We make the following research contributions:
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1. A larger number of charts are collected for training.
2. Higher accuracies are achieved than previous work in terms of chart

classification.
3. Classification of text roles in bar chart images based on text content

and geometric properties of text elements.
4. Good accuracy is achieved for data interpretation in corpus 2.

In the remaining sections, we review related work in automated
classification, text detection and recognition, and data extraction. Then,
the design principles and implementation process of chart type classi-
fication and automated data extraction from chart images are de-
scribed. To evaluate the effectiveness of our algorithms we compile two
types of corpora of chart images. We also demonstrate successful ex-
amples in recovering chart information and discuss failure cases of our
system. Finally, We finish with a discussion of the limitations and future
works in this area.

2. Related work

Our work is built upon three areas of related research work: (1)
chart image classification; (2) text detection and recognition; (3) data
extraction from charts;

2.1. Chart type classification

Image classification [8–11] for natural scenes has become a well-
studied problem. Many image classification algorithms based on image
processing and machine learning have been proposed. And deep
learning techniques [12–15] in image classification have higher re-
cognition accuracy. For computer generated charts, some algorithms in
classification of natural scenes can be applied and specialized techni-
ques [4,16,17] for classification have also been developed.

Most chart classification approaches are proposed based on the
extraction of artificially defined image features, which may be low-
level, middle-level or high-level features. Shao and Futrelle [18] and
Huang and Tan [19] extract graphic objects from vector graphics as
figure attributes. Through detecting low-level shapes such as horizontal
and vertical lines, they detect and classify six kinds of charts in scho-
larly documents. But their approach is not robust for chart image with
noises and requires an accurate vectorization of charts.

Prasad et al. [17] apply Scale Invariant Feature Transform (SIFT)
[20] and Histogram of Oriented Gradient (HOG) [21] features to re-
present the structural information of chart images. Then a multi-class
Support Vector Machine (SVM) [22] is trained to achieve chart classi-
fication of five common categories. Savva et al. [4] design low-level
features for classification combined with image features (like contour)
and textual features. Zhou et al. [23] adopt Hough transform [24] for
feature extraction and classification to recognize bar charts. ReVision
[4] applies a classification method combined low-level image features
and text-level features, which achieves an accuracy of 96% over 10
categories. Low-level image features extracted from chart images are
performed using SVM. Then the extracted text-level features of chart
images are used to improve the accuracy of classification.

Other approaches apply deep learning techniques to the classifica-
tion of chart types. For example, ChartSense [2] applies neural net-
works to implement chart type classification; Tang et al. [16] combine
convolutional networks (ConvNets) [13] and deep belief networks
(DBNs) [25,26] to classify charts. They use natural images to train the
convolutional networks and then fine-tune parameters by chart images.

2.2. Text localization, detection and recognition

Chart images contain text structural information, such as chart ti-
tles, legends and axis labels. These textual components in chart images
can be extracted using text localization, detection and recognition
techniques. For text localization, Neumann et al. [27] have proposed a

real-time text localization and recognition approach for natural scenes.
Huang et al. [28] separate textual and graphical components in chart
images by detecting connected components. Jayant et al. [29] develop
the tactile graphics process to separate text from images and generate
location file.

To identify textual components in charts, the most common method
is to use optical character recognition (OCR) engines like Tesseract
[30]. Many existing systems [4,31,32] detect and separate textual
components from the chart images, and then pass the text regions to
OCR engines. For example, ReVision [4] extracts the text image region
and then performs OCR using the Tesseract. This system also combines
user interaction to correct OCR recognition results. All these systems
are highly dependent on the accuracy of the OCR. However, due to the
text sparsity [33] the accuracy of OCR on chart images is not very sa-
tisfactory. The inaccuracies of OCR tools result in incorrectly calculated
X/Y-axis scale values.

For natural images, Jaderberg et al. [34] present a text spotting
system, which adopts a region proposal mechanism to detect text and a
deep Convolutional Neural Network (CNN) to recognize text string.
Gupta et al. [35] train a Fully-Convolutional Regression Network to
perform text detection. Their method outperforms current methods for
text detection in natural images.

For chart images, Ray Choudhury and Giles [36] use a K-means
based approach to group text segments, and then apply natural lan-
guage processing techniques to scholarly figures for generating a ma-
chine-readable representation. Kataria et al. [33] create an edge map of
images and extract connected components as the candidates of text
characters. In their method, the components with an area greater than
20% of the image are discarded, and the distance between components
is calculated to merge words. Poco and Heer [7] propose a more robust
method for separating text and graphical elements of chart images.
They use a CNN to identify and remove not-text pixels. In our method,
we use the same network to remove not-text pixels and a similar text
pipeline to extract textual information from chart images inspired by
Poco and Heer [7].

2.3. Data extraction

Data extraction process of chart images is to detect graphical com-
ponents and assign them to corresponding numerical values. Previous
studies on data extraction from charts have developed several techni-
ques which can be fully-automatic or interactive, such as connected
component analysis, edge detection [37–39] and k-median filtering
[19,33,40]. Shao and Futrelle [18] use parsing algorithms to define
graphemes. Zhou and Tan [23] combine boundary tracing with Hough
transform for bar graphical feature extraction. Huang et al. [19,41]
separate the graphical and textural components into two separate
images, and then generate edge maps from the graphical image.
ChartSense [2] implements semi-automatic data extraction which
makes users mark the baseline of x-axis and coordinate range. It detects
bars and converts them into values according to the length of bars. For
batch processing, however, ChartSense is monotonous and time-con-
suming.

3. Methodology

In this section we describe our approach on four pipelines: (1) Chart
classification, (2) Textual component extraction, (3) Graphical com-
ponent extraction, (4) Recovering chart data. We first implement chart
type classification using convolutional networks. Although in this paper
we only address data recovery of bar charts, we plan to implement data
extraction for more chart types in future. So chart type classification is a
necessary step in our system. In the process of textual component ex-
traction, we use a similar text analysis pipeline with [7] but with dif-
ferent word detection and text role classification methods. We first
separate text components from bar chart images and detect words. Then
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detected words are passed to the OCR engine for recognition. Finally,
we merge “close” words and classify text elements according to their
roles in bar charts. In graphical component extraction, we recover nu-
merical values of bars in bar charts. Finally, we combine text in-
formation and values of bars in bar chart images to recover the final
chart data.

3.1. Chart classification

3.1.1. Our corpus for classification
To achieve chart image classification, we built a chart image corpus,

which contains 11,174 chart images collected from six search engines
(Google, Baidu, Yahoo, Bing, Aol. and Sogou). Five types of charts (bar
chart, pie chart, line chart, scatter plot and radar chart) are included in
our corpus. For each research engine, we input chart types as the search
keywords and collected all images returned by the search engine. Then
we manually removed incorrect or inappropriate search results, such as
handmade sketches, images that include multiple types of charts.

Example chart images from each chart type are given in Fig. 1. Both
3D and 2D chart images are included in our corpus. Although we col-
lected chart images from different search engines, about a quarter of
images are duplicate. To get the exact number of chart images we re-
moved the exactly same chart images from our corpus. But we did not
remove duplicate images that have been rotated, blurred, or slightly
edited. We treat these similar images as different individuals, which
would improve the generalization of chart classification models. The
number of chart images in five chart types is shown in Table 1.

3.1.2. Chart type classification
As we are interested in data extraction of chart images, we trained a

CNN model for chart type classification. There are many CNN variations
[12–15], which show a good performance in the ImageNet Recognition
Competition (ILSVRC) competition. Alexnet [13] contains eight layers,
which the first five layers are convolutional layers followed by fully
connected layers. The VGG network architecture [15] use only 3× 3
convolutional layers. Max pooling operation is done after several layers
of convolutions to reduce volume size. GoogLeNet [14] uses combina-
tions of inception modules, each including some pooling, convolutions
at different scales and concatenation operations. ResNet [12] in-
troduces residual modules and demonstrates that extremely deep

networks can be trained using standard SGD through the use of residual
modules.

We compare the accuracies of the above-mentioned CNN models
based on our chart image corpus. We use a deep learning framework
TFLearn [42] to experiment with the classification. TFLearn as a
modular and transparent deep learning library supports most of recent
deep learning models. In the training process, we first scaled each
image in our corpus to a dimension of 224×224×3 using OpenCV
library. For chart images, 80% of the data was used for training and the
rest was used as the verification set. Then we trained all four network
models with the learning rate of 0.001 and the epoch number of 100.
We used the GPU of NVIDIA Titan X to train the models, which took
approximately 3 h for each model.

3.1.3. Chart classification performance
We first compare the accuracy of the four classification models

(Table 2). As shown in Table 2, the training results of the four neural
network models all have high accuracy rates, over 98%. Among them,
the accuracy of ResNet is relatively lower than others but still very high.
The accuracies of the four models have little difference with high ac-
curacy rates over 98%, indicating that deep learning techniques can
solve the problem of chart type classification perfectly. In our method,
we choose GoogLeNet to implement chart classification based on the
consideration of classification accuracy and the number of parameters.

Then we compare our classification results with ChartSense [2], a
semi-automatic data extraction system. Our system and ChartSense
both use deep learning network models to implement chart classifica-
tion. ChartSense trains three CNN models in 10 chart categories (area,
bar, line, map, Pareto, pie, radar, scatter plot, table, and Venn dia-
gram). As shown in Table 3, although the chart categories of ChartSense
are five more than ours, our training results are more accurate. This is
mainly due to the relatively larger amount of data we have. In the same
five categories of chart types, ChartSense has 2905 chart images while
we have 11,174 chart images.

3.2. Corpora for data recovery

After automatically categorizing charts by type, our system pro-
ceeds to recover the underlying data which is represented by textual

Fig. 1. Examples of chart images in our corpus.

Table 1
Chart corpus statistics.

Chart type Collected

Bar chart 2501
Pie chart 2978
Line chart 2153
Scatter plot 2107
Radar chart 1435

Table 2
Training results of four network models (AlexNet,
GoogLeNet, VGG16, ResNet) in chart classification.

CNN Model Classification Accuracy

AlexNet 99.48%
GoogLeNet 99.07%
VGG16 99.55%
ResNet 98.89%
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components and graphical components. We currently focus on im-
plementing the underlying data extraction for bar charts, one of the
most popular chart types. Before introducing our methods, we explain
how we built two chart corpora for evaluating the results of data ex-
traction.

We evaluate our techniques of chart data extraction on two chart
corpora. One (Corpus 1) is a subset of the corpus used for chart type
classification, the other (Corpus 2) contains chart images made ran-
domly by a script. The number of bar charts in each corpus is shown in
Table 4.

Our algorithms are based on a few simplifying assumptions re-
garding bar charts:

1. Charts do not have 3D effects.
2. There are gaps between different series.
3. Bars are not overlapped by text and text elements are not over-

lapped.
4. Bar charts do not contain stacked bars.
5. Axes appear at the left and bottom of charts.
6. Chart titles are on the top of charts.
7. X-axis labels are at the left of horizontal bars or at the bottom of

vertical bars.

For the image corpus used in chart classification, we first filtered out
the images without the ground truth. After that, the number of bar
charts with the ground truth is 84. Finally, 59 bar charts satisfy the
assumptions, which consist of Corpus 1. Most chart images collected for
the web are heavily compressed and noisy. To reduce the impact of
noise, we apply the bilateral filter [43] to chart images as a pre-pro-
cessing step, which removes noise and retains sharp edges in the image.

As many charts in Corpus 1 are blurred and hard for recognition, to
effectively evaluate our algorithm we randomly generated 500 bar
charts satisfying the assumptions. We developed a script to randomly
select values and generate bars. Fig. 2 (a) shows a sample of bar charts
generated by our script.

3.3. Textual component extraction

In this section, our goal is to extract text elements in a bar chart and
classify them according to their roles. We first separate text components

from bar chart images using a text pixel classification. Then connected
components of text are detected and passed to the OCR engine for re-
cognition. Finally, we merge ‘close’ words and classify the text elements
according to their roles in bar charts.

3.3.1. Text detection and recognition
To detect text elements in a bar chart image, we first separate the

textual components from graphical components. We adopt a similar
text pixel classifier method proposed in [7], which removes pixels that
do not correspond to text. Once textual components have been sepa-
rated from graphical components, we proceed in text detection and
recognition. Fig. 2 summarizes our method about textual component
separation and detection.

Textual component separation: First, we resize the input chart
(Fig. 2 (a)) but maintain the aspect ratio of images. Then we binarize
the image using OpenCV library (Fig. 2 (b)). Next, we use a trained
convolutional network [44] to implement text detection and separation
from chart images. The network is implemented in Darknet [45], which
is a CNN framework written in C and CUDA. 500,000 labelled figures
extracted from research papers are used to train the network. Given a
pixel image as input, the network outputs a heatmap of the probability
of text in the image. Then the output heatmap is converted to the ori-
ginal size for following text detection. Fig. 2 (c) shows an example of
the results after applying the text pixel classifier.

Locating text regions: In this step, we apply the connected com-
ponents algorithm to find all connected components by 8-way con-
nectivity, which recognizes letters in words as connected components.
The result is shown in Fig. 2 (d). Each connected component is labeled
in a random color. For the letters detected, we assume that the distances
between letters centroids are closer than the distances between words.
Based on this assumption we extract the centroids of components and
calculate their distances between each other. The distances between
letters vary in a small range. So we set a threshold to discard the dis-
tances larger than the threshold and draw a histogram of letter dis-
tances (Fig. 3). We extract the distance range most distributed in the
histogram and set two letters into one label if the distance between
them locates in the range. After resetting labels, a relabeled image is
generated (Fig. 2 (e)).

Text recognition: Next, we split the text image regions and perform
OCR to the text regions. We use Google’s open source OCR engine,
Tesseract. In some special cases, text elements are rotated and not
horizontal. To increase the accuracy of OCR, we rotate the text regions
by an angle so that the text is horizontally oriented before passing to
Tesseract. The skew angle of the text region is computed using the
Probabilistic Hough Transform [46].

3.3.2. Text role classification
For the extracted words in the previous steps, we merge ‘close’

words into phrases and classify the text elements based on their roles.
First, we set a minimum threshold for the distance between words. If
the distance between two words is less than the minimum distance
threshold and the words have the same orientation, the two words
would be merged into one phrase.

We define text elements in a bar chart into six different roles based
on their geometric properties and text content: (1) Title, (2) X-axis
label, (3) Y-axis value, (4) Y-axis label, (5) Legend, and (6) Value label.

Table 3
Chart type classification accuracies for our models and ChartSense.

CNN Model Ours ChartSense(6997 chart images)

LeNet-1 − 44.2%
AlexNet 99.48% 88.8%
GoogLeNet 99.07% 91.3%

Table 4
The numbers of bar charts in two corpora.

Corpora Amount

Corpus 1 59
Corpus 2 500

Fig. 2. The process of textual component separation.
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The six text roles are illustrated in Fig. 4. Most words in bar chart
images can be classified as one of the roles. Given a set of text elements
as input, our method classifies each according to its role. We discard the
recognition of value labels because most charts do not include them.
That is why we design our system.

In the text role classification process, we define a series of features
based on text content and geometric properties of text elements. Then,
we train a multi-class classifier using Support Vector Machines (SVM)
[22] to implement text role classification in bar charts. Compared with
previous work, we increase the baseline detection (x-axis and y-axis),
which plays an important role in feature extraction and improves the
accuracy of text role classification.

First, we identify the locations of x-axis and y-axis by Hough
transform. We distinguish which axis is y-axis according to the bar
orientation (the bar orientation inferring is interpreted in the next
section). Based on the assumption that specific text roles are located in
specific regions in chart images, we define text role features according
to text contents and the spatial information of text elements. The role of
a text element is inferred by four main features: its distance to axes, its
distance and parallel relationship with other elements, its position in
the chart image and word type. As shown in Fig. 5, the rectangular
boxes of a, b, c, d and e represent the related regions of title, y-axis
label, y-axis value, x-axis label and legend, respectively. Among these
text elements, we first evaluate the positions of their centroids. The
centroids of y-axis values would be parallel to the y-axis. Similarly, the
centroids of x-axis labels would be parallel to the x-axis. This kind of
parallel relationship is shown by the dotted boxes through the red dots
in Fig. 5. Bar charts in our corpora can be vertical or horizontal. For
vertical or horizontal charts, the rules are similar. Taking a horizontal
chart as an example, sample features of six text types are shown as
follows:

1. Title: Title is at the top of the image within 10% of the image height
and there is no text above it.

2. Y-axis label: Compared with y-axis values, the y-axis label is closer
to the left edge of the image and further to the y-axis. There is no
text on the left of y-axis label.

3. Y-axis value: First, y-axis values are numbers. Then through finding
the parallel line to y-axis, text elements whose centroid falls in the
line are y-axis values.

4. X-axis label: x-axis labels are near the x-axis and their centroids are
parallel to x-axis.

5. Legend: Legends do not have a fixed position.

For Legends, they do not have specific regions in chart images and
the direction of legend labels can be horizontal or vertical. However,
the common point is that labels in legends lie on a vertical or horizontal
line as y-axis values and x-axis labels. In addition, the vertical or hor-
izontal span of legend labels is smaller than the whole span of y-axis
values and x-axis labels. Therefore, we include this span feature to
identify legends.

3.4. Graphical component extraction

In this section, we extract bars in bar chart images and infer their
values. For the graphical components in a bar chart, We first find
connected components as bars. Then we infer the chart orientation and
determine which axis is the y-axis. Finally, we recover the numerical
value of each bar by multiplying its height in pixels by a scaling factor.

Bar detection: Given a bar chart as input, we first convert the
image to a binary image using a global threshold approach. The optimal
threshold value is find using Otsu thresholding [47]. Then we apply an
open morphological transform with kernel size 3 to the binary image.
This operation removes small white noises, axes or assistance grid lines.
Next, to find the bars we perform the connected component labelling
algorithm. As shown in Fig. 6, the detected bars are labelled by a red
bounding box. As we have assumed, we do not require each series of
bars have a distinct colour. The bar series are distinguished by the gap
between them. The bars in the same series are recognized according to
their order. In this case, our method can extract data from a bar chart
within one color.

Chart orientation inferring: In the chart assumptions, the chart
orientation could be horizontal or vertical. For different types of chart
orientation, the widths of bars in the same image are always equal. For
example, vertical bars vary in height but maintain a fixed width.
Therefore, we could compare the variety of the width and height of
rectangles to infer the chart orientation. If one side of the rectangles
varies little, we mark the axis that parallels to the side as the x-axis. In
contrast, the other axis is the y-axis.

Data recovery: For majority bar charts, the heights of bars are
linearly proportional to their values. Based on this assumption, we can

Fig. 3. The distribution histogram of distances between letters.

Fig. 4. Six text roles in a bar chart.

Fig. 5. geometric information and relative positions of text roles in horizontal
bar charts.
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recover the numerical values for each bar by multiplying its height by a
scaling factor, which represents the mapping scale between pixels and
data values. We use two data values (such as ‘40’ and ‘0’ in Fig. 7) in the
y-axis to measure the y-axis scale. The data values of the y-axis are
recognized in the section of textual component extraction. Then we
calculate the y-axis scale according to the distance between A and C
(Fig. 7). The scaling factor can be calculated as − h(40 0)/ 1. And the
data value of that bar is − ×h h((40 0)/ )1 2.

3.5. Recovering chart data

After finishing the extraction of textual and graphical components,
we generate the final data files of chart images, which include textual
information and data values of bars. The example results are shown in
the right of Fig. 8.

After text role classification, text elements are written to corre-
sponding fields. If legend labels are correctly classified, the field of
“legend” will be labelled as “True”. Fields without corresponding text
information will be set as null. The data of bar charts is described in the
field of “dataTable”. Then, we build the mapping rules between data
values of bars and text labels in bar chart images. As we have assumed,
there are gaps between different series, so we identify bar series ac-
cording to the gap between them. For the mapping rules, we consider
the sequence of bar series to be consistent with the sequence of x-axis
labels. Similarly, we consider the sequence of bars in one series to be
consistent with the sequence of legend labels. If legend labels are hor-
izontal, the label in the left will be considered as the category of the first
bar in each series. For vertical legend labels, the label in the top will be
the mapping text of the first bar in each series. Each legend label is
recorded as “category” in “dataTable”. The mapping rules apply to both
horizontal and vertical bar charts.

We do not follow the color rules of bars series for data mapping
cause in some bar charts the color changes according to different va-
lues. On the other hand, the mapping rules do not apply to charts with
zero values (no bar). We checked the chart images in our two corpora,
the percentage of these charts is less than 2%, so we exclude the

discussion of this type of charts.

4. Extraction results

To evaluate the effectiveness of our system for automated data ex-
traction, we conduct our extraction algorithms on our two corpora
(Table 4). In Corpus 1, We manually identified the labelled values
above bars as raw data and labelled text roles. Chart images with la-
belled values that cannot be recognized by human eyes are discarded.
Finally, we manually generated 59 underlying data files for bar chart
images. Raw data and labelled text of bar charts in Corpus 2 are gen-
erated by our script that randomly generates bar charts.

Taking a bar chart image as input, our system generates a JSON
format file for this chart. Fig. 8 shows two successful examples of
generating textual and numeric information by our system. As shown in
Fig. 8, (a) and (b) are two examples of input chart images. (a) is an
example without legends and (b) is an example with legends. The right
side is the output results of (a) and (b), respectively. If the chart has
legends, the field of “legend” will be labelled as “True” and each legend
is represented in the field of “category”.

We also measured and analyzed the performance of three parts in
our algorithms: (1) the performance of text recognition, (2) the per-
formance of text role classification, (3) the accuracy of bar detection
and data extraction.

Text recognition performance: To evaluate the text recognition
performance, we first evaluate the recognition rate of text strings in bar
chart images. In Corpus 1, we identify 90% of text strings. In Corpus 2,
about 98% of text strings can be recognized. Then to calculate the ac-
curacy rates of OCR, we compare the similarity of text strings re-
cognized with the ground truth. We use Damerau–Levenshtein method
to measure the similarity of two strings. If the similarity between the
extracted word and the ground truth exceeds 0.9, we consider these two
words are the same. Table 5 reports the accuracy of extracted words.
Compared with images in Corpus 2, the accuracy of text recognition in
Corpus 1 is lower because the images collected from the web are small
blurred. But for the charts images made by our script, the performance
of our text recognition methods is good.

Text role classification performance: With the correct recognized
text string, we classify them to five text roles. To validate our text role
classification approach, we use the precision, recall and F1-score me-
trics. All precision, recall and F1 scores are reported in Table 6 and
Table 7, respectively. The average F1-score of Corpus 2 achieves 93%,
which demonstrates the effectiveness of our methods. For the classifi-
cation rules we defined, the performance of classification about Corpus
2 is better than Corpus 1. We believe this is because the bar charts
randomly generated follow a more logical layout structure than charts
from the web.

Data extraction results: For bar detection, our system detects all
bars for 44/59 (74%) of bar charts in Corpus 1. In Corpus 2, 459/500
(92%) of bar charts is correctly detected. When validating the results,
we found that small bars are hard to detect. Some failures occur when
Otsu binarization fails to find the optimal threshold. If the difference
between the extracted value and the ground truth lays in the deviation

Fig. 6. Bar detection procedure. (a) The input chart. (b) Initial binarized image. (b) The result after open morphological transform. (d) bars detected in red boxes.
(For interpretation of the references to colour in this figure legend, the reader is referred to the web version of this article.)

Fig. 7. Data scale of a bar.
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of 2% of the ground truth, we consider the extracted value is correct.
Based on this ratio, for Corpus 1 about 77% of extracted values are
accurate. For Corpus 2, 89% of extracted values are accurate.

We also noted some errors may occur due to the failures of bar
detection, text localization, OCR and text role classification. Fig. 9
shows the four common failure cases occurred in our system. As shown
in Fig. 9 (a), we failed to detect small bars in bar detection, especially
for small and unclear images. Another error arises due to the lack of

corresponding bars. In Fig. 9 (b), there are three series of bar type while
the value of one bar is zero (no bar). After data recovery, we conduct
the mapping of x-axis labels and corresponding values. The lack of bars
results in error mapping of values and text. In the process of text role
classification, text elements located in unusual locations are mis-
classified (Fig. 9 (c)). In addition, text elements with tight spacing are
incorrectly merged especially for x-axis labels. For example, in Fig. 9 (d)
the spacing of different labels is closer than the spacing of different
words in one label.

5. Limitations and future work

Currently, our system has a high accuracy in chart classification and
implement the textual and graphical component extraction for bar
charts. However, our algorithms work under a set of assumptions of
chart types and styles. More work is needed to make our approach more
extensible and overcome limitations of extraction methods.

For textual and graphical component extraction, the scope can be
extended, such as charts with 3D effects and other chart types. For
textual elements in charts, we could further improve the accuracy of
text detection and recognition for data recovery. For the process of
generating data files, the case of Fig. 9 (b) can be discussed in detail and
color rules of different series could be applied to improve the data re-
sults. On the other hand, compared with heuristic methods built around
a set of assumptions, deep learning methods can be used for text de-
tection and text role classification.

We also plan to implement other applications based on chart data
extraction, such as chart redesign of ReVision and chart style transfer of
iVolVER. For some legacy charts, the visual perception is poor so these
charts can be redesigned. The redesign of charts can be user-interactive
or automatically design based on a set of aesthetic rules.

6. Conclusion

We presented a system that automatically identifies the chart type,
extracts textual and graphical components, and then infers the under-
lying data of input chart images. By collecting a larger data set, the

Fig. 8. Taking a bar chart image as input, Chart Decoder generates a data file of this chart image. (a) is a bar chart image without legends. (b) is a bar chart image
with legends.

Table 5
Accuracy of text recognition in Corpus 1 and
Corpus 2.

Corpora Accuracy

Corpus 1 75%
Corpus 2 93%

Table 6
Performance of text role classification in Corpus 1.

Text role Precision Recall F1-score

Title 80% 72% 76%
X-axis label 79% 86% 82%
Y-axis value 82% 74% 78%
Y-axis label 87% 80% 83%
Legend 83% 74% 78%

Table 7
Performance of text role classification in Corpus 2.

Text role Precision Recall F1-score

Title 98% 95% 96%
X-axis label 95% 97% 96%
Y-axis value 92% 92% 92%
Y-axis label 93% 90% 91%
Legend 97% 93% 94%
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trained classification models of chart types achieve higher accuracy
than ChartSense. Our algorithms of data recovery extract and analyze
the textual and graphical data separately. We also design spatial fea-
tures of text elements for text role classification. Then we generate data
files for input chart images using mapping rules. Our system is the first
for automatically generating textual and numeric information from
chart images. We only implemented the data extraction of bar charts. In
future, we plan to apply data extraction algorithms to more chart types
and improve the accuracy of data extraction.
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